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Abstract. Processor virtualization is a powerful technique that enables the run-
time system to carry out intelligent adaptive optimizations like dynamic resource
management. Charm++ is an early language/system that supports processor virtu-
alization. This paper describes Adaptive MPI or AMPI, an MPI implementation
and extension, that supports processor virtualization. AMPI implements virtual
MPI processes (\VPs), several of which may be mapped to a single physical pro-
cessor. AMPI includes a powerful runtime support system that takes advantage
of the degree of freedom afforded by allowing it to assign VVPs onto processors.
With this runtime system, AMPI supports such features as automatic adaptive
overlap of communication and computation and automatic load balancing. It can
also support other features such as checkpointing without additional user code,
and the ability to shrink and expand the set of processors used by a job at runtime.
This paper describes AMPI, its features, benchmarks that illustrate performance
advantages and tradeoffs offered by AMPI, and application experiences.

1 Introduction

The new generation of parallel applications are complex, involve simulation of dynami-
cally varying systems, use adaptive techniques such as multiple timestepping and adap-
tive refinements, and often involve multiple parallel modules. Typical implementations
of the MPI do not support the dynamic nature of these applications well. As a result,
programming productivity and parallel efficiency suffer. We present AMPI, an adaptive
implementation of MPI, that is better suited for such applications, while still retaining
the familiar programming model of MPI.

The basic idea behind AMPI is to separate the issue of mapping work to processors
from that of identifying work to be done in parallel. Standard MPI programs divide the
computation into P processes, one for each of the P processors. In contrast, an AMPI
programmer divides the computation into a large number V' of virtual processors, inde-
pendent of the number of physical processors. The virtual processors are programmed
in MPI as before. Physical processors are no longer visible to the programmer, as the
responsibility for assigning virtual processors to physical processors is taken over by
the runtime system. This provides an effective division of labor between the system
and the programmer: the programmer decides what to do in parallel, and the runtime
system decides where and when to do it. This division allows the programmer to use
the most natural decomposition for their problems, rather than being restricted by the



physical machine. For example, algorithmic considerations often restrict the number of
processors to a power of 2, or a cube, but with AMPI, V' can still be a cube even though
P is prime.

Note that the number of virtual processors V' is typically much larger than P. Using
multiple virtual processors per physical processor brings several additional benefits.

1.1 Related Work

The virtualization concept embodied by AMPI is very old, and Fox et al. [1] make
a convincing case for virtualizing parallel programs. Unlike Fox’s work, AMPI virtu-
alizes at the runtime layer rather than manually at the user level, and AMPI can use
adaptive load balancers. Virtualization is also supported in DRMS [2] for data-parallel
array based applications. CHARM++ is one of the earliest, if not the first, processor-
virtualization system implemented on parallel machines[3,4]. AMPI builds on top of
CHARM++, and shares the run-time system with it.

There are several excellent, complete, publicly available non-virtualized implemen-
tations of MPI, such as MPICH [5] and MPI/LAM [6]. Many researchers have described
their implementations for fault-tolerance via checkpoint/restart, often built on top of
one of the free implementations of MPI like CoCheck[7] and StarFish [8]. AMPI dif-
fers from these efforts in that it provides full virtualization to improve performance and
allow load balancing rather than solely for checkpointing or for fault tolerance.

Meanwhile there are plenty of efforts in implementing MPI nodes on top of light-
weight threads. MPI-Lite [9] and TMPI [10] are two good examples. They have suc-
cessfully used threaded execution to improve the performance of message passing pro-
grams, especially on SMP machines. Adaptive MPI, however, enables extra optimiza-
tion with the capability of migrating the user-level threads that MPI processors are
executed on.

The CHARM++/AMPI approach is to let the runtime system change the assign-
ment of VVPs to physical processors at runtime, thereby enabling a broad set of opti-
mizations. In the next section, we mativate the project, providing an overview of the
benefits. In Section 3 we describe how our virtual processors are implemented and
migrated. Section 4 describes the design and implementation strategies for specific fea-
tures, such as checkpointing and load-balancing. We then present performance data
showing that these adaptive features are beneficial in complex applications, and afford-
able (i.e. present low overhead) in general. We will summarize our experience in using
AMPI in several large applications.

2 Benefits of Virtualization

In [11], the author has discussed in detail the benefits of processor virtualization in par-
allel programming, and CHARM++ has indeed taken full advantage of these benefits.
Adaptive MPI inherits most of the merits from CHARM++, while furnishing the com-
mon MPI programming environment. Here is a list of the benefits that we will detail in
this paper.



— Adaptive overlap of communication and computation: If one of the virtual proces-
sors is blocked on a receive, another virtual processor on the same physical pro-
cessor can run. This largely eliminates the need for the programmer to manually
specify some static computation/communication overlapping, as is often required
in MPI.

— Automatic load balancing: If some of the physical processors become overloaded,
the runtime system can migrate a few of their virtual processors to relatively under-
loaded physical processors. Our runtime system can make this kind of load balanc-
ing decision based on automatic instrumentation, as explained in Section 4.1.

— Asynchronousinterfacesto collective operations. AMPI supports asynchronous, or
non-blocking, interfaces to collective communication operations to allow the over-
lap between time-consuming collective operations with other useful computation.
Section 4.2 describes this in detail.

— Automatic checkpointing: AMPI’s virtualization allows applications to be check-
pointed without additional user programming, as described in Section 4.3.

— Better cache performance: A virtual processor handles a smaller set of data than
a physical processor, so a virtual processor will have better memory locality. This
blocking effect is the same method many serial cache optimizations employ.

— Flexible usage of available processors: The ability to migrate virtual processors
can be used to adapt the computation if the available part of the physical machine
changes. See Section 4.5 for details.

3 Adaptive MPI
3.1 AMPI Implementation

AMPI is built on CHARM++, and uses its communication facilities, load balancing
strategies and threading model.

CHARM++ uses an object based model: programs consist of a collection of message
driven objects mapped onto physical processors by CHARM++ runtime system. The
objects communicate with other objects by invoking an asynchronous entry method on
the remote object. Upon each of these asynchronous invocation, a message is generated
and sent to the destination processor where the remote object resides. Adaptive MPI
implements its MPI processors as CHARM++ “user-level” threads bound to CHARM++
communicating objects.

Message passing between AMPI virtual processors is implemented as communica-
tion among these CHARM++ objects, and the underlying messages are handled by the
CHARM++ runtime system. Even with object migration, CHARM++ supports efficient
routing and forwarding of the messages.

CHARM++ supports migration of objects via efficient data migration and message
forwarding if necessary. Migration presents interesting problems for basic and collec-
tive communication which are effectively solved by the CHARM++ runtime system[12].

Migration can be used by the built-in measurement-based load balancing [13], adapt-
ing to changing load on workstation clusters [14], and even shrinking/expanding jobs
for timeshared machines [15].



The threads used by AMPI are user-level threads; they are created and scheduled
by user-level code rather than by the operating system kernel. The advantages of user-
level threads are fast context switching?, control over scheduling, and control over stack
allocation. Thus, it is feasible to run thousands of such threads on one physical processor
(e.g. See [16]). CHARM++’s user-level threads are scheduled non-preemptively.
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Fig. 1. An MPI process is implemented as a user-level thread, several of which can be mapped
to one single physical processor. This virtualization enables several powerful features including
automatic load balancing and adaptive overlapping.

3.2 Writing An AMPI Program

Writing an AMPI program is barely different from writing an ordinary MPI program.
In fact, a legal MPI program is also a legal AMPI program. To take full advantage of
the migration mechanism, however, there is one more issue to address: global variables.

Global variable is any variable that is stored at a fixed, preallocated location in
memory. Although not specified by the MPI standard, many actual MPI programs as-
sume that global variables can be used independently on each processor, i.e., global
variable x on processor 1 can have a different value than that of global variable z on
processor 2. However, in AMPI, all the threads on one processor share a single address
space and thus a single set of global variables; and when a thread migrates, it leaves its
global variables behind. Another problem is global variables shared on the same proces-
sor might be changed by other threads. Therefore, having global variables is disallowed
in AMPI programming.

3.3 Converting MPI Programs To AMPI

If the MPI program uses global variables, it cannot run unmodified under AMPI, and
we need to convert it to fit AMPI. As discussed in section 3.2, for thread safety, global
variables need to be either removed or “privatized”. To remove the global variables from

1 0n a 1.8 GHz AMD AthlonXP, overhead for a suspend/schedule/resume operation is 0.45
microseconds.



the code, one can collect all the formal globals into a single structure (allocated “type”
in F90) named, say, “GlobalVars”, which is then passed into each function.

To manually remove all the global variables is sometimes cumbersome, though me-
chanical. Fortunately this can be automated. AMPI zer [17] is our source-to-source trans-
lator based on Polaris[18] that privatizes global variables from arbitrary FORTRAN77 or
FORTRAN90 code and generates necessary code for moving the data across processors.

4  Features

In this section, the key features that can help achieving higher parallel performance and
alleviate the complexity of parallel programming will be discussed in detail.

4.1 Automatic Load Balancing

To achieve automatic dynamic load balancing without introducing an excessive amount
of overhead poses fair challenges. CHARM++ addresses this issue with its integrated
load balancing strategies, or Load Balancers[13]. The common mechanism they share
is: during the execution of the program, a load balancing framework collects workload
information on each physical processor in the background, and when the program hands
over the control to a load balancer, it uses this information to redistribute the workload,
and migrate the parallel objects between the processors as necessary.

As there are different answers to the questions of (1) what information to collect,
(2) where the information is processed, and (3) how to design the redistribution scheme,
there are different types of load balancing strategies. For the first question, some load
balancers look at computation workload only, while others take inter-processor com-
munication into consideration. For the second question, some load balancers contribute
the information to a central agent in the system for processing, whereas others only
have objects exchange information with their neighbors and make decisions locally. At
the last link, some load balancers randomly redistribute the workload and hope for the
best, as opposed to having deliberate algorithms to help determine the new distribution
toward better balance. For more detail, please refer to [13] and CHARM++ manuals.

A key issue in automatic load balancing is to cleanly move objects from one pro-
cessor to another processor. CHARM++ natively supports object migration; but in the
context of AMPI, thread migration required several interesting additions to the runtime
system, as described in the following sections.

Isomalloc Stacks A user-level thread, when suspended, consists of a stack and a set of
preserved machine registers. During migration, the machine registers are simply copied
to the new processor. The stack, unfortunately, is very difficult to move. In a distributed
memory parallel machine, if the stack is moved to a new machine, it will almost un-
doubtedly be allocated at a different location, so existing pointers to addresses in the
original stack would become invalid when the stack moves. We cannot reliably update
all the pointers to stack-allocated variables, because these pointers are stored in machine
registers and stack frames, whose layout is highly machine- and compiler-dependent.
Our solution is to ensure that even after a migration, a thread’s stack will stay at
the same address in memory that it had on the old processor. This means all the point-
ers embedded in the stack will still work properly. Luckily, any operating system with



virtual memory support has the ability to map arbitrary pages in and out of memory.
Therefore we merely need to mmap the appropriate address range into memory on the
new machine and use it for our stack. To ensure that each thread allocates its stack at a
globally unique range of addresses, the available virtual address space is divided into P
regions, each for one thread respectively. This idea of “isomalloc” approach to thread
migration is based on PM? [19].

Isomalloc Heaps Another obvious problem with migrating an arbitrary program is
dynamically allocated storage. Unlike the thread stack, which the system allocated,
dynamically allocated locations are known only to the user program.

The “isomalloc” strategy available in the latest version of AMPI uses the same
virtual address allocation method used for stacks to allocate all heap data. Similarly,
the user’s heap data is given globally unique virtual addresses, so it can be moved to
any running processor without changing its address. Thus migration is transparent to
the user code, even for arbitrarily interlinked, dynamically allocated data structures. To
do this, AMPI must intercept and handle all memory allocations done by the user code.
On many UNIX systems, this can be done by providing our own implementation of
mal | oc. Machines with 64-bit pointers, which are becoming increasingly common,
support a large virtual address space and hence can fully benefit from isomalloc heaps.

Limitations During migration, we do not preserve a thread’s open files and sockets,
environment variables, or signals. However, threads are only migrated when they call
the special API routine MPI_Migrate, so currently the non-migration-safe features can
be used at any other time. The intention is to support these operations via a thread-safe
AMPI specific API, which will work with migration, in the future. Thread migration
between different architectures on a heterogeneous parallel machine is also not sup-
ported.?

4.2 Collective Communication Optimization

Collective communications are required in many scientific applications, as they are used
in many basic operations like high dimensional FFT, LU-factorization and linear alge-
bra operations. These communications involves many or all processors in the system,
which makes them complex and time-consuming. AMPI uses the CHARM++ commu-
nication library[20, 21] to optimize its collective communication. This library uses two
intelligent techniques in optimizing collective communications. For small messages,
messages are combined and routed via intermediate processors to reduce the software
overhead. For large messages, network contention, the dominant factor in the total cost,
is lowered by smart sequencing of the messages based on the underlying network topol-
ogy.

Beside the above optimization inherited from CHARM++, AMPI has its own im-
provement on the collective communication operations. If we take a closer look at
the time spent on collective communications, only a small portion of the total time is

2 This will require extensive compiler support or a common virtual machine. Alternatively,
stack-copying threads along with user-supplied pack/unpack code can be used to support
AMPI in heterogeneous environment.



software overhead, namely the time CPU spends on communication operations. Espe-
cially, amodern NIC with communication co-processor performs message management
through remote DMA so that this operation requires very little CPU interference. On
the other hand, the MPI standard defines collective operations like MPI_Alltoall and
MPI_Allgather to be blocking, wasting the CPU time on waiting for the communication
calls to return. To better utilize the computing power of CPU, we can make the collec-
tive operations non-blocking to allow useful computation while other MPI processors
are waiting for slower collective operations.

In IBM MPI for AlX [22], the similar non-blocking collectives were implemented
but not well benchmarked or documented. Our approach differs from IBM’s in that we
have more flexibility of overlapping, since the light-weight threads we use are easier to
schedule to make full use of the physical processors.

4.3 Checkpoint and Restart

As Stellner describes in his paper on his checkpointing framework [23], process migra-
tion can easily be layered on top of any checkpointing system by simply rearranging
the checkpoint files before restart. AMPI implements checkpointing in exactly the op-
posite way. In AMPI, rather than migration being a special kind of checkpoint/restart,
checkpoint/restart is seen as a special kind of migration - migration to and from the
disk.

A running AMPI thread checkpoints itself by calling MPI _Checkpoi nt with a
directory name. Each thread drains its network queue, migrates a copy of itself into a
file in that directory, and then continues normally. The checkpoint time is dominated by
the cost of the 1/0, since very little communication is required.

There are currently two ways to organize the checkpoint files: (1) All threads on the
same physical processor will group into one single disk file to reduce the number of
files to be created, (2) Each thread has its own file. In the second option, because AMPI
system checkpoints threads rather than physical processors, an AMPI program may be
restored on a larger or smaller number of physical processors than was it started on.
Thus a checkpoint on 1000 processors can easily be restarted on 999 processors if, for
example, a processor fails during the run.

4.4 Multi-module AMPI

Large scientific programs are often written in a modular fashion by combining multi-
ple MPI modules into a single program. These MPI modules are often derived from
independent MPI programs.

Current MPI programs transfer control from one module to another strictly via sub-
routine calls. Even if two modules are independent, idle time in one cannot be over-
lapped with computations in the other without breaking the abstraction boundaries be-
tween the two modules. In contrast, AMPI allows multiple separately developed mod-
ules to interleave execution based on the availability of messages. Each module may
have its own “main”, and its own flow of control. AMPI provides cross-communicators
to communicate between such modules.



4.5 Shrink-Expand Capability

AMPI normally migrates virtual processors for load balance, but this capability can also
be used to respond to the changing properties of the parallel machine. For example,
Figure 2 shows the conjugate gradient solver responding to the availability of several
new processors. The time per step drops dramatically as virtual processors are migrated
onto the new physical processors.

0.06 -

Time per Step

0.04

0.02 -

O L L L
500 550 600 650 700

Timestep Number

Fig. 2. Time per step for the million-row conjugate gradient solver on a workstation cluster. Ini-
tially, the application runs on 16 machines. 16 new machines are made available at step 600,
which immediately improves the throughput.

5 AMPI Benchmarks

In this section we use several benchmarks to illustrate the aspects of performance im-
provement that AMPI is capable of. One of the basic benchmarks here is 2D grid-based
stencil-type calculation. It is a multiple timestepping calculation involving a group of
objects in a mesh. At each timestep, every object exchanges part of its data with its
neighbors and does some computation based on the neighbors’ data. The objects can be
organized in a 2D or 3D mesh, and 1-away or 2-away neighbors may be involved. De-
pending on these different choices, the number of points in the stencil computation can
range from 5 to 13. Although this is a simplified model of many applications, like fluid
dynamics or heat dispersion simulation, it can well serve the purpose of demonstration.
We have chosen Lemieux, the supercomputerat Pittsburgh Supercomputing Center [24],
as the major benchmark platform.

5.1 Adaptive Overlapping

In Adaptive MPI, Virtual Processors are message-driven objects mapped onto physical
processors. Several VVPs can be mapped onto one physical processor, and the message
passing among VPs is really communication between these objects.



We have explained this in Section 3.1. Now we will show the first benefit of virtu-
alization: adaptive overlapping of computation with communication and it can improve
the utilization of CPUs.

14,000,

Fig. 3. Timeline of 10242 2D 5-point stencil calculation on Lemieux. No virtualization is us
this case: one VP per processor.

Fig.4. Timeline of 10242 2D 5-point stencil calculation on Lemieux. Virtualization ratio is 8:
eight VVPs created on each processor.

Figures 3 and 4 are the timeline from the visualization tool for CHARM++: Projec-
tions®. In the timelines, x direction is time and y direction shows 8 physical processors.
For each processor, the solid block means it is in use, while the gap between blocks is
idle time. Figures shown are from 2 separate runs of 2D 5-point stencil calculation. In
the first run, only one VP is created on each physical processor, so there is no virtual-
ization allowed. In the second run, 8 VVPs are created for each physical processor, with
each VP taking less amount of computation, the total problem size is the same. In the
displayed portion of the execution time, in Figure 3 we can see there are obvious gaps
between blocks, and the overall utilization is around 70%. This illustrates the CPU time
wasted while waiting for blocking communication to return. In Figure 4, however, the
gaps of communication are filled with smaller chunks of computation: when one object
is waiting for its communication to return, other objects on the processor can automati-
cally take over and do their computation, eliminating the need for manual arrangement.
With the adaptive overlapping of communication and computation, the average utiliza-
tion of CPU is boosted to around 80%.

3 Manual available at http://finesse.cs.uiuc.edu/manuals/



5.2 Automatic Load Balancing

In parallel programming, load imbalance is to be very carefully avoided. Unfortunately,
load imbalance, especially dynamic load imbalance, appears frequently and is difficult
to remove. For instance, consider a simulation on a mesh, where part of the mesh has a
more complicated structure than the rest of the mesh, and the load within this mesh is
imbalanced. As another example, when adaptive mesh refinement (AMR) is in use, hot-
spots can arise where the mesh structure is highly refined. This dynamic type of load
imbalance requires more programmer/system interference to remove. AMPI, using the
automatic load balancing mechanism integrated in CHARM++ system, accomplishes
the task of removing static and dynamic load imbalance automatically.

As a simple benchmark, we modified the 5-point stencil program by dividing the
mesh in a 2D stencil calculation into 2 part: in the first 1/16 mesh, all objects do 2-away
(13-point) calculation, while the rest do 1-away (5-point) calculation. The load on the
1/16 processors is thus much heavier than that on the rest 15/16. The program used 128
AMPI VVPs on 16 processors.
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Fig. 5. Utilization of 16 processors before(Left) Fig. 6. Overall CPU utilization before and af-
and after(Right) automatic load balancing in a ter automatic load balancing in a non-uniform
non-uniform stencil calculation stencil calculation

Although it is an artificial benchmark, it represents a common situation; very small
fraction of overloaded processors potentially ruin the overall performance of all pro-
cessors. The load balancer is employed to solve this problem, as shown in Figure 5
and 6. According to Figure 5, one of the 16 processors are overloaded while others
are underloaded, with average utilization less than 60% before load balancing, while
after load balancing, the variation of the workload is diminished and the overall utiliza-
tion is about 20% higher. Correspondingly, the average time per iteration drops from
1.15ms to 0.85ms. Figure 6 demonstrates how the load balancer is activated and uti-
lization increased from 55% to 85% approximately. Note that this load balancing is all
automatically done by the system; there is no programmer interference needed at all.

5.3 Collective Communication Optimization

MPI standard defines the collective operations as blocking, which makes it impossible
to overlap them with computation, because many or all processors are blocked waiting



for the collective operation to return. In Section 4.2 we discussed the optimization of
supporting non-blocking collective operations to allow overlapping. Now we illustrate
how this feature can save the execution time in parallel applications.

In [25], a parallel algorithm for Quantum Molecular Dynamics is discussed. One
complexity in the algorithm arises from 128 independent and concurrent sets of 3D
FFTs. Although each of the FFT can be parallelized, overlapping between different
sets of FFTs is difficult due to the all-to-all operation required for transposing data in
each FFT. However, AMPI’s non-blocking all-to-all operation allows the programmer
to overlap the communication and computation from consecutive sets of FFT and save
execution time.

To make a benchmark based on this application, we simplified the above problem.
We do two independent sets of 2D FFT, each consisting of the one 1D FFT, transpose,
and another 1D FFT. To pipeline the operations, we move the second 1D FFT of the first
set after the transpose of the first set. In the blocking version, however, this pipelining
is not gaining any performance, because the transpose, implemented as blocking all-to-
all communication, stops any other computation from being done. In the non-blocking
version, the second set is able to do real computation while the first set is waiting for its
communication to complete.

Figure 7 demonstrates the effect of overlapping collective communications with
computation. The y axis is different number of processors, for blocking version(labeled
as MPI) and non-blocking version(labeled as AMPI) respectively, and the z axis is the
execution time. Using distinct colors in the stacked bars, we denote the breakdown of
the overhead for 1D FFT (computation), communication, and for non-blocking version,
the waiting time for non-blocking operation, as discussed in Section 4.2,

It can be observed that the two versions have similar amounts of computation, but
in terms of communication, the non-blocking version has advantage because part of its
waiting time is reduced by overlapping it with computation. The AMPI bar is 10% -
20% shorter than the MPI bar, the amount of saving depending on the amount of possi-
ble overlap. This saving could be even larger if there is more computation for overlap.
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5.4 Flexibility and Overhead

In this section we are going to show the flexibility virtualization provides, as well as the
overhead virtualization incurs. Our benchmark is 2402 3D 7-point stencil calculation.

First we run it with native MPI on Lemieux. Because the model of the program di-
vides the job into K-cubed partitions, not surprisingly, the program runs only on a cube
number of processors. On Adaptive MPI with virtualization, the program runs transpar-
ently on any given number of processors, exhibiting the flexibility that virtualization
offers. The comparison between these two runs are visualized in Table 2. The perfor-
mances on ative MPI and on Adaptive MPI appear to have very little difference. Note
that on some “random” number of PEs, like 19 and 140, the native MPI program is not
able to run, while AMPI handles the situation perfectly.

Now let’s take a closer look at the speedup data of the same program running on
native MPI, AMPI with 1 VP per processor and AMPI with multiple (K=4 - 10) VPs
per processor. Table 1 displays the execution time of the same size problem running on
increasing number of processors, with the best K values shown in AMPI(K) column.

Comparing the execution time of native MPI against AMPI, we find that although
native MPI outperforms AMPI in many cases as expected, it does so by only a small
amount. Thus, the flexibility and load balancing advantages of AMPI do not come at
an undue price in basic performance®. In some cases, nevertheless, AMPI does a little
better. For example AMPI(K) is faster than native MPI when number of processors is
small. This is due to the caching effect; many VPs grouped on one processor will in-
crease the locality of data as well as instructions. The advantage of this caching effect
is shown in Table 1, where AMPI with virtualization outperforms AMPI(1) on smaller
number of processors. When there are many processors involved, the cost of coordi-
nating the VVPs takes over and offset the caching effect. Two results (marked by “*” in
Table 1) are anomalous, and we have not identified the underlying causes yet.

#PE 19 27 33 64 80 105 | 125 | 140 | 175 | 216 | 250 | 512
Native MP1| N/A |29.440( N/A |14.162| N/A | N/A |9.121 | N/A | N/A |8.066| N/A |5.519
AMPI 42.410|30.528|24.646|15.635|12.621|10.935(10.776{10.616(9.388|8.626|7.549|5.464

Table 2. Execution time[ms] of AMPI v.s. Native MPI, of 240% 3D 7-point stencil
calculation on Lemieux

6 AMPI Experience: Rocket Simulation

The Center for Simulation of Advanced Rockets (CSAR) is an academic research or-
ganization funded by the Department of Energy and affiliated with the University of
Ilinois. The focus of CSAR is the accurate physical simulation of solid-propellant rock-
ets, such as the Space Shuttle’s solid rocket boosters. CSAR consists of several dozen
faculty from ten different engineering and science departments, as well as 18 profes-
sional staff. The main CSAR simulation code consists of four major components: a fluid

* A microbenchmark shows an average of 2us for a context switch between the threads with
which AMPI V/Ps are associated, on an 400MHz P11l Xeon processor.



dynamics simulation, for the hot gas flowing through and out of the rocket; a surface
burning model for the solid propellant; a nonmatching but fully-coupled fluid/solid in-
terface; and finally a finite-element solid mechanics simulation for the solid propellant
and rocket casing. Each one of these components - fluids, burning, interface, and solids
- began as an independently developed parallel MPI program.

One of the most important early benefits CSAR found in using AMPI is the ability
to run a partitioned set of input files on a different number of virtual processors than
physical processors. For example, a CSAR developer was faced with an error in mesh
motion that only appeared when a particular problem was partitioned for 480 proces-
sors. Finding and fixing the error was difficult, because a job for 480 physical processors
can only be run after a long wait in the batch queue at a supercomputer center. Using
AMPI, the developer was able to debug the problem interactively, using 480 virtual pro-
cessors distributed over 32 physical processors of a local cluster, which made resolving
the error much faster and easier.

Because each of the CSAR simulation components are developed independently,
and each has its own parallel input format, there are difficult practical problems in-
volved in simply preparing input meshes that are partitioned for the correct number of
physical processors available. Using AMPI, CSAR developers often simply use a fixed
number of virtual processors, which allows a wide range of physical processors to be
used without repartitioning the problem’s input files.

As the solid propellant burns away, each processor’s portion of the problem domain
changes, which will change the CPU and communication time required by that proces-
sor. The most important long-term benefit that the CSAR codes will derive from AMPI
is the ability to adapt to this changing computation by migrating work between pro-
cessors, taking advantage of the CHARM++ load balancing framework’s demonstrated
ability to optimize for load balance and communication efficiency. Because the CSAR
components do not yet change the mesh structure during a run, and merely distort the
existing mesh, the computation and communication patterns of the virtual MPI proces-
sors do not yet change. However, this mesh distortion breaks down after a relatively
small amount of mation, so the ability to adjust the mesh to the changing problem do-
main is scheduled to be added soon.

Finally, the CSAR simulator’s current main loop consists of one call to each of the
simulation components in turn, in a one-at-a-time lockstep fashion. This means, for
example, the fluid simulation must finish its timestep before the solids can begin its
own. But because each component runs independently except at well-defined interface
points, and AMPI allows multiple independent threads of execution, we will be able
to improve performance by splitting the main loop into a set of cooperating threads.
This would allow, for example, the fluid simulation thread to use the processor while
the solid thread is blocked waiting for remote data or a solids synchronization. Sepa-
rating each component should also improve our ability to optimize the communication
balance across the machine, since currently the i’th fluids processor has no physical
correspondence with the i’th solids processor.

In summary, AMPI has proven a useful tool for the CSAR simulation, from debug-
ging to day-to-day operations to future plans.



7 Conclusions

We have presented AMPI, an adaptive implementation of MPI on top of CHARM++.
AMPI implements migratable virtual and light-weight MPI processors. It assigns sev-
eral virtual processors on each physical processor. This efficient virtualization provides
a number of benefits, such as the ability to automatically load balance arbitrary com-
putations, automatically overlap computation and communication, emulate large ma-
chines on small ones, and respond to a changing physical machine. Several applications
are being developed using AMPI, including those in rocket simulation.

AMPI is an active research project; much future work is planned for AMPI. We
expect to achieve full MPI-1.1 standards conformance soon, and MPI-2 thereafter. We
are rapidly improving the performance of AMPI, and should soon be quite near that of
non-migratable MPI. The CHARM++ performance analysis tools are being updated to
provide more direct support for AMPI programs. Finally, we plan to extend our suite
of automatic load balancing strategies to provide machine-topology specific strategies,
useful for future machines such as BlueGene/L.
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