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Unit Overview
Algorithmic Efficiency & Sorting

Major Topics
• Introduction to Analysis of Algorithms
• Introduction to Sorting
• Sorting Algorithms
• More on Big-O
• The Limits of Sorting
• Divide-and-Conquer
• Practical Sorting
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Review
Introduction to Analysis of Algorithms — Basics

Efficiency

• In general: using few resources.
• Specifically: fast.

Analyzing Efficiency
• Determine how the size of the input affects running time, 

measured in steps, in the worst case.

Scalable

• Works well with large problems.
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Review
Introduction to Sorting — The General Sorting Problem

To sort a collection of data is to place it in order.
We will deal primarily with algorithms that solve the 

General Sorting Problem.
• In this problem, we are given:

� A sequence.
• Items are all of the same type.
• There are no other restrictions on the

number of items in the sequence or
their values.

� A comparison function.
• Given two sequence items, determine

which should come first.
• Using this function is the only way we

can make such a determination.

• We return:
� A sorted sequence with the same items as the original sequence.

3 1 3 5 25

1 2 3 5 53

comparex
y

x<y?
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Review
Introduction to Sorting — Analyzing Sorting Algorithms

We will analyze sorting algorithms according to five criteria:
• Efficiency

� What is the (worst-case) order of the algorithm?
� Is the algorithm much faster on average (over all inputs of a given 

size)?
• Requirements on Data

� Does the algorithm require random-access data?
� Does it work with Linked Lists?

• Space Usage
� Can the algorithm sort in-place?

• Here, in-place = no extra buffers holding a large number of data items.
� How much additional storage (variables, buffers, etc.) is used?

• Stability
� Is the algorithm stable?

• Stable = never changes order of equivalent items.

• Performance on Nearly Sorted Data
� Is the algorithm faster when its input is already sorted or nearly sorted?

• Nearly sorted = (1) All items close to proper places, OR (2) few items out of
order.
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Review
Introduction to Sorting — Overview of Algorithms

There is no known sorting algorithm that has all the properties we 
would like one to have.

We will examine a number of sorting algorithms. Generally, these
fall into two categories: O(n2) and O(n log n).
• Quadratic [O(n2)] Algorithms

� Bubble Sort
� Selection Sort
� Insertion Sort
� Quicksort
� Treesort (later in semester)

• Log-Linear [O(n log n)] Algorithms
� Merge Sort
� Heap Sort (mostly later in semester)
� Introsort (not in text)

• Special-Purpose Algorithm
� Radix Sort

�
�
�

�
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Review
Divide-and-Conquer — The Master Theorem

How the Master Theorem is applied to analyze a 
recursive algorithm:
• An algorithm takes input of size n. It splits its input into 

nearly equal-sized parts, and makes recursive calls, each call 
handling one of the parts.

� b is the number of nearly equal-sized parts.
� bk is the number of recursive calls. Find k.
� f(n) is the amount of extra work done, in each function call.

• Case I: f(n) is O(n[less than k]) → Algorithm is O(nk).
• Case II: f(n) is O(nk) → Algorithm is O(nk log n).

Note: Case II above is a common source of logarithms 
in big-O notation [O(log n), O(n log n)].
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Review
Sorting Algorithms II — Merge Sort [1/4]

The Merge Sort algorithm works
as follows:
• Find the middle of the given list.
• Recursively sort the first half.
• Recursively sort the second half.
• Merge the two sorted lists into a

single sorted list, in a stable manner:
Stable Merge.

Using the Master Theorem, we showed that Merge Sort 
is log-linear time if the “extra work” (finding the 
middle of the list and Stable Merge) is linear time.

3 1 3 5 25 3

1 3 2 3 35 5

1 2 3 3 53 5

Sort 
(recurse)

Sort 
(recurse)

Stable Merge
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Review
Sorting Algorithms II — Merge Sort [2/4]

We can do an efficient Stable Merge of a Linked List in-place.

� To merge two sorted ranges within a Linked List:
• Keep two pointers, A and B. A starts at the head, B at the end of range #1.
• Check whether the item after B’s node is less than the item after A’s node. If 

so, remove the item after B’s node and re-insert it after A.
� This requires only pointer operations. We do not actually move any nodes.

• Advance A and B as appropriate and repeat.

1183 20 1241 15

Sorted range #1 Sorted range #2

1183 20

1241 15 Result of Merge 
operation

A B
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Review
Sorting Algorithms II — Merge Sort [3/4]

Efficient Stable Merge in an array generally uses a separate buffer.

As before, use two pointers. Check which item comes first, and copy that 
to the buffer. Advance the pointers as appropriate.

At the end, we may wish to copy the buffer back to the original array.

3 8 20 1 411 12 15

Sorted
range #1

Sorted
range #2

A B

3 8 20 1 411 12 15

A B

1 3 84

Original Data Buffer

Next

Intermediate 
stage in Merge 

operation
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Review
Sorting Algorithms II — Merge Sort [4/4]

Efficiency ☺
• Merge Sort is O(n log n).
• Merge Sort also has an average-case time of O(n log n).

Requirements on Data ☺
• Merge Sort does not require random-access data.

� However, we might write it differently for different kinds of data.
• Operations needed: array — copy, Linked List — NONE (only compare).

Space Usage ☺/�
• For a Linked List, Merge Sort can be done in-place. ☺
• For an array, efficient Merge Sort uses a buffer: linear additional space. �
• Recursive Merge Sort uses stack space: recursion depth is about log2n, so 

O(log n), that is, logarithmic space.
� Iterative versions can be written without this memory requirement. However, log2n

is not much, and no data items are involved, so maybe we don’t worry about it.

Stability ☺
• Merge Sort is stable.

Performance on Nearly Sorted Data �
• Merge Sort is not significantly faster on nearly sorted data (but it is still log-

linear time).

See iterative_merge_sort.cpp, 
on the web page.
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Review
Sorting Algorithms III — Quicksort, Description

The Quicksort algorithm works as follows:
• Pick an item in the list: the pivot.
• Partition: items less than the pivot

go before it, and items greater than
the pivot go after it.

� Efficient partition algorithms are
in-place, not stable.

• Recursively sort items before
pivot, items after pivot.

Quicksort has a very fast
average-case time. However,
it is quadratic time, and not stable. And the 
unoptimized version performs very poorly with most 
nearly sorted data.

1 3 5 25 33

Sort 
(recurse)

Sort 
(recurse)

1 3 52 5 3

2 3 31 5 53

Partition
Pivot

Pivot

3
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Review
Sorting Algorithms III — Quicksort, Partition Algorithm

An In-Place Partition Algorithm
• Make sure the pivot lies in the first 

position (swap if not).
• Create a list of items < the pivot (the 

“left list”) at the beginning of the list 
as a whole.

� Start: the left list holds only the pivot.
� Iterate through rest of the list.
� If an item is less than the pivot, swap 

it with the item just past the end of 
the left list, and move the left-list end 
mark one to the right.

• Lastly, swap the pivot with the last 
item in the left list.

• Note the pivot’s new position.

9 5 1 9 56
Pivot

9 5 1 9 5

5 9 1 9 5

5 1 9 9 5

5 1 5 9 9

5 15 9 96

6

6

6

6

Pivot

9 5 1 9 56

5 1 9 9 56
Not 
stable!

Not 
stable!
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Review
Sorting Algorithms III — Quicksort, Improvement [1/4]

Choose the pivot using median-of-three.
• Look at three items in the list: first, middle, last.
• Let the pivot be the one that is between the other two (by <).

• This gives acceptable performance on most nearly sorted data.
• But it is still O(n2).

12 9 10 3 1 6 12 9 3 12

121 9 10 3 62

2 10 6

123 1 102 96

Median-of-3 Quicksort

Pivot Pivot

After Partition: After Partition:

Initial State: Initial State:

Recursively Sort Recursively Sort

Basic Quicksort
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Review
Sorting Algorithms III — Quicksort, Improvement [2/4]

How much additional space does Quicksort use?
• Quicksort is in-place and uses few local variables.
• However, it is recursive.
• Quicksort’s additional space usage is thus proportional to its 

recursion depth …
• … which is linear. Additional space: O(n).

We can significantly improve this:
• Do the larger of the two recursive calls last.
• Do tail-recursion elimination on this final recursive call.
• Result: Recursion depth & additional space usage: O(log n).

� And as with Merge Sort’s Stack usage, this additional space 
need not hold any data items.
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Review
Sorting Algorithms III — Quicksort, Improvement [3/4]

A Minor Speed-Up: Finish with Insertion Sort
• Stop Quicksort from going to the bottom of its recursion. We end up 

with a nearly sorted list.
• Finish sorting this list using one call to Insertion Sort.
• This is generally faster*, but still O(n2).
• Note: This is not the same as using Insertion Sort for small lists.

*I have read that it tends to adversely affect the number of cache hits.

12 9 3 12 10 6

123 1 102 96

92 3 121 106

Initial State:

Nearly Sorted:

Sorted:

Modified
Quicksort

Stop the recursion 
when the sublist to 
be sorted is small.

Insertion Sort
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Review
Sorting Algorithms III — Quicksort, Improvement [4/4]

We want an algorithm that:
• Is as fast as Quicksort on the average.
• Has reasonable [O(n log n)] worst-case performance.

But for over three decades no one found one.
Some said (and some still say) “Quicksort’s bad behavior is very rare; 

ignore it.”
• I suggest to you that this is not a good way to think.
• Sometimes bad worst-case behavior is okay; sometimes it is not. Know 

what is important in the situation you are addressing. Also, understand that 
your software may end up being used in other situations.

• From a former version of the Wikipedia article on Quicksort (retrieved 18 Oct 
2006; the statements below were removed on 19 Jan 2007):

The worst-case behavior of quicksort is not merely a theoretical problem. When 
quicksort is used in web services, for example, it is possible for an attacker to 
deliberately exploit the worst case performance and choose data which will cause a 
slow running time or maximize the chance of running out of stack space.

However, in 1997, a solution was finally published. We discuss this 
shortly. But first, we analyze Quicksort.
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Sorting Algorithms III, cont’d
Quicksort — Analysis

Efficiency �
• Quicksort is O(n2).
• Quicksort has a very good O(n log n) average-case time. ☺☺

Requirements on Data �
• Non-trivial pivot-selection algorithms (median-of-three and others) 

are only efficient for random-access data.
Space Usage �

• Quicksort can be done efficiently in-place.
• Quicksort uses space for recursion.

� Additional space: O(log n), if you are clever about it.
� Even if all recursion is eliminated, O(log n) additional space is used.
� This additional space need not hold any data items.

Stability �
• Efficient versions of Quicksort are not stable.

Performance on Nearly Sorted Data �
• A non-optimized Quicksort is slow on nearly sorted data: O(n2).
• Median-of-three Quicksort is O(n log n) on most nearly sorted data.
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Sorting Algorithms III
Introsort — “Introspection”

In 1997, David Musser introduced a simple idea for 
speeding up algorithms.
• For a number of problems, there are known algorithms with 

very good average-case performance and very bad worst-
case performance.

• Quicksort is the best known of these, but there are others.
• Musser suggests keeping track of an algorithm’s 

performance. If it is not doing well, switch to a different 
algorithm that has reasonably good worst-case performance.

• Musser calls this technique introspection, since an 
algorithm is examining itself.

The most important application is to sorting.
• Now we can eliminate the bad behavior of Quicksort.

Introspection, and its applications to sorting, are not in 
the text.
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Sorting Algorithms III
Introsort — Heap Sort Preview

This is a preview of a sorting algorithm to be covered later.
Later in the semester, we will study the “Priority Queues”, generally 

implemented via a data structure known as a “Heap”.
• In a normal Queue, we insert items, and then remove them in the same 

order (first-in-first-out).
• In a Priority Queue, each item has a “priority”. Items come out in order of 

their priority.
Set an item’s priority equal to its numerical value, and items come out in 

sorted order.
• So: Make a Heap and then remove all items from it, in numerical order.
• This sorting algorithm is called Heap Sort.

Important Facts about Heap Sort
• Log-linear time.
• Uses only constant additional space.
• Requires random-access data.
• Can be modified to handle situations other than the General Sorting 

Problem. For example, we can allow new items to be added during the 
sorting process.

• Used as part of a very fast sorting algorithm called “Introsort”. Read on …
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Sorting Algorithms III
Introsort — Description

Recall: Quicksort does a linear time operation (Partition), then calls 
itself recursively.
• If the recursion depth is around log n, then it uses O(n log n) steps.

� Count both sub-lists as recursive calls. Ignore the tail-recursion trick.
• Thus, Quicksort is slow only when the recursion gets too deep.

Apply introspection:
• Do optimized Quicksort, but keep track of the recursion depth.
• If the depth exceeds some threshold (k log n, for some k), switch to 

Heap Sort for the current sublist being sorted.
� Musser suggested a threshold of 2 log2n.

The resulting algorithm is called Introsort.
Musser’s 1997 paper recommends the speed-ups we have covered:

• Use the median-of-three rule for pivot selection.
• Do tail-recursion elimination on the larger recursive call.
• Stop the recursion prematurely, and finish with Insertion Sort.

� Maybe. This can adversely affect cache performance.
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Sorting Algorithms III
Introsort — Diagram

Here is an illustration of how Introsort works.
• In practice, the recursion will be deeper than this.
• The Insertion-Sort call might not be done, due to its effect on cache hits.

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Insertion Sort

Introsort

When the sublist to sort is 
very small, do not recurse. 
Insertion Sort will finish the 
job later [??].

When the recursion depth is 
too great, switch to Heap Sort 
to sort the current sublist.

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Introsort-recurse
Like Mo3 Quicksort:

Find Mo3 Pivot, Partition

Tail recursion 
eliminated.

Recursion Depth Limit

Now, the list is 
nearly sorted. Finish 
with a (linear time!) 
Insertion Sort [??].

Heap Sort Heap Sort
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Sorting Algorithms III
Introsort — Analysis

Efficiency ☺☺
• Introsort is O(n log n).
• Introsort also has an average-case time of O(n log n) [of course].

� Its average-case time is just as good as Quicksort. ☺☺

Requirements on Data �
• Introsort requires random-access data.

Space Usage �
• Introsort can be done efficiently in-place.
• Introsort uses space for recursion (or simulated recursion).

� Additional space: O(log n) — even if all recursion is eliminated.
� This additional space need not hold any data items.

Stability �
• Introsort is not stable.

Performance on Nearly Sorted Data �
• Introsort is not significantly faster or slower on nearly sorted data.
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Sorting Algorithms III
Introsort — Comments

In general, when you want speed (i.e., all the 
time), Introsort is usually the algorithm to 
use.

Some Exceptions
• When you need a stable sort.
• When you are sorting non-random-access 

data.
• When you expect the data to be nearly sorted.
• When memory is limited.

� On some embedded systems, maybe?
� Sorting data that does not fit into memory.

• When data are accessed over a slow 
connection.

� Sorting disk files.
• When the problem you want to solve is

not exactly the General Sorting Problem.
More about some of these later in the semester.
If someone tells you that Quicksort’s worst-case 

behavior is so rare that we never need to 
worry about it, tell them they’re wrong.

You’re wrong.

You

Someone

Quicksort’s 
worst-case 

behavior is so 
rare that we 

never need to 
worry about it.
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Radix Sort
Background

We have discussed seven algorithms that solve the 
General Sorting Problem.

Sometimes we want to sort in other ways.
We now look at an algorithm to do this: Radix Sort.
Later in the semester, we will look in more detail at 

Heap Sort, which does solve the General Sorting 
Problem, but can also be modified to handle other 
situations.
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Radix Sort
Preliminaries — Pigeonhole Sort

Suppose:
• We have a list of items from a small fixed set of values.
• Values can be used to index an array.

� E.g., they might be small-ish nonnegative integers.

Then:
• We can sort this list in linear time.

Procedure
• Make an array of empty lists (“buckets”), one for each possible 

value.
• Iterate through the given list; insert each item at the end of the 

bucket corresponding to its value.
• Copy items in each bucket, in order, back to the original list.

This algorithm is called Pigeonhole Sort.
• It is not very practical; the set of possible values must be small.
• Pigeonhole Sort is stable, but not in-place.

Note: A semi-practical algorithm, Bucket Sort, is like Pigeonhole 
sort, but sorts each bucket (somehow) before copying back.

We are not solving 
the General Sorting 
Problem.
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Radix Sort
Preliminaries — Do It #1

TO DO
• Write a function to do Pigeonhole Sort.

Done. See pigeonhole_sort.cpp, 
on the web page.
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Radix Sort
Description

A practical sorting algorithm can be based on Pigeonhole Sort.
Suppose we want to sort a list of strings (in some sense):

• Character strings.
• Numbers, considered as strings of digits.
• Short-ish sequences of some other kind.

I will call the entries in a string “characters”.
We want to sort in lexicographic order.

• This means sort first by first character, then by second, etc.
• For strings of letters, this is alphabetical order.
• For positive ints padded with leading zeroes, this is numerical order.

Procedure
• Pigeonhole Sort the list by last (least significant) character.
• Then re-sort, in a stable manner, by the next-to-last character.
• Continue …
• After re-sorting by first character, the list is sorted.

This is called Radix Sort.
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Radix Sort
Example

Start with the following list:
• 583, 508, 183, 90, 223, 236, 924, 4, 426, 106, 624.

We first sort them by the units digit, using
Pigeonhole Sort:
• 90,  583, 183, 223,  924, 4, 624,  236, 426, 106,  508.

Then we do it again, based on the tens digit,
not reversing the order of items with the same tens 
digit (note that the tens digit of 4 is 0):
• 4, 106, 508,  223, 924, 624, 426,  236,  583, 183,  90.

Do the same with the hundreds digit:
• 4, 90,  106, 183,  223, 236,  426,  508, 583,  624,  924.

And now the list is sorted.

Buckets are 
underlined
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Radix Sort
Do It #2

TO DO
• Write Radix Sort for small-ish positive integers.

Done. See radix_sort.cpp, 
on the web page.
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Radix Sort
Efficiency [1/2]

How Fast is Radix Sort?
• Fix the number of characters and the character set.
• Then each sorting pass can be done in linear time.

� Using Pigeonhole Sort.
� Create a bucket for each possible character.

• And there are a fixed number of passes.
• Thus, Radix Sort is O(n): linear time.

How is this possible?
• Radix Sort places a list of values in order. However, it does not

solve the General Sorting Problem.
� In the General Sorting Problem, the only way we can get information 

about our data is by applying a given comparison function to two items.
� Radix Sort does not fit within these restrictions.

• Thus, our argument showing that O(n log n) was best possible for a 
sorting algorithm, does not apply.
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Radix Sort
Efficiency [2/2]

In practice, Radix Sort is not really as fast as it might seem.
• There is a hidden logarithm. The number of passes required is equal 

to the length of a string, which is something like the logarithm of 
the number of possible values.

• If we consider Radix Sort applied to a list in which all the values 
might be different, then it is in the same efficiency class as normal 
sorting algorithms.

However, in certain special cases (e.g., big lists of small numbers) 
Radix Sort can be a useful technique.

100 million 
records to sort 
by ZIP code? 

Use Radix Sort.
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Practical Sorting
When to Use …

Now, what if (say) Quicksort is written for you, but nothing else is?
Is it worthwhile to get a better algorithm? Maybe. It depends on the situation. Think!

In special cases, usually large lists of numbers or stringsRadix Sort

When you want speed (i.e., most of the time)Introsort

NeverQuicksort

In certain special situations:
�When a list is operated on during the sorting process
�When you only care about the ordering of part of a list
�Etc. (more about this later in the semester)

Heap Sort

�When stability is needed
�For special data types, especially Linked Lists

Merge Sort

�For small lists
�When you are guaranteed nearly sorted data

Insertion Sort

NeverSelection Sort

NeverBubble Sort

When This Algorithm is the Best OneAlgorithm
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Practical Sorting
Specifying the Interface

Iterator-based sorting functions can be specified two ways:
• Given a range

� “last” is actually just past the end, as usual.

template<typename Iterator>

void sortIt(Iterator first, Iterator last);

• Given a range and a comparison.

template<typename Iterator, typename Ordering>

void sortIt(Iterator first, Iterator last, Ordering compare);

“compare”, above, should be something you can use to compare two 
values.
• “compare(val1, val2)” should be a legal expression, and should return a 

bool: true if val1 comes before val2 (think “less-than”).
• So compare can be a function (passed as a function pointer).
• It can also be an object with operator() defined: a function object.
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Practical Sorting
STL Sorting Algorithms — Overview [1/4]

The C++ Standard Template Library has six sorting 
algorithms:
• Global function std::sort
• Global function std::stable_sort
• Member function std::list<T>::sort
• Global functions std::partial_sort and 
partial_sort_copy.

• Combination of two global functions: std::make_heap & 
std::sort_heap

We now look briefly at each of these.
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Practical Sorting
STL Sorting Algorithms — Overview [2/4]

Function std::sort, in <algorithm>
• Global function.
• Takes two random-access iterators and an optional comparison.
• O(n2), but has O(n log n) average-case. Not stable.

� This should become O(n log n) in the forthcoming revised C++ standard.
� It is currently O(n log n) in good STL implementations.

• Algorithm used:
� Quicksort is what the standards committee was thinking.
� Introsort is what good implementations now use.
� Other algorithms (Merge Sort, Heap Sort) are possible, but unlikely.

Function std::stable_sort, in <algorithm>
• Global function.
• Takes two random-access iterators and an optional comparison.
• O(n log n). Stable.
• Algorithm used: probably Merge Sort, general sequence version.
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Practical Sorting
STL Sorting Algorithms — Overview [3/4]

Function std::list<T>::sort, in <list>
• Member function. Sorts only objects of type std::list<T>.
• Takes either no parameters or a comparison.
• O(n log n). Stable.
• Algorithm used: probably Merge Sort, Linked-List version.
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Practical Sorting
STL Sorting Algorithms — Overview [4/4]

We will look at the last two STL algorithms in more detail later in 
the semester, when we cover Priority Queues and Heaps:
• Functions std::partial_sort and std::partial_sort_copy, in 

<algorithm>

� Global functions.
� Take three random-access iterators and an optional comparison.
� O(n log n). Not stable.
� Solve a more general problem than the G.S.P.
� Algorithm used: probably Heap Sort.

• Combination: std::make_heap & std::sort_heap, in <algorithm>
� Both Global functions.
� Both take two random-access iterators and an optional comparison.
� Combination is O(n log n). Not stable.
� Solves a more general problem than the G.S.P.
� Algorithm used: almost certainly Heap Sort.
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Practical Sorting
STL Sorting Algorithms — Usage [1/2]

Algorithm std::sort is declared in the header <algorithm>.
Call it with two iterators:

vector<int> v;

std::sort(v.begin(), v.end());

// Ascending order

Or use two iterators and a comparison:

std::sort(v.begin(), v.end(), std::greater<int>());

// Descending order

• Class template std::greater is defined in <functional>.
Use std::stable_sort similarly to std::sort.



19 Mar 2008 CS 311 Spring 2008 40

Practical Sorting
STL Sorting Algorithms — Usage [2/2]

When sorting a std::list, use the sort member function:

#include <list>

std::list<int> myList;

myList.sort();                     // Ascending order

myList.sort(std::greater<int>());  // Descending order
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Practical Sorting
Trade-Offs

Sorting brings up a number of situations where there is not any 
clear “best” solution to a problem. Rather, we must weigh 
various trade-offs. For example:
• Stability vs. Speed

� Merge Sort is stable; Introsort is faster.
• Memory vs. Time (speed)

� This is a common algorithmic trade-off, although we have not seen a 
good example of it yet. But consider: Heap Sort has constant additional 
memory usage, while Introsort has O(log n) additional memory usage, 
but is faster.

• Sort-then-process vs. Just-process
� Suppose we have an unsorted array in which we will be searching. We 

can simply use Sequential Search, or we can sort and then use Binary 
Search. The former is faster if we search only once. The latter is faster is 
we search many times. This is why phone books are sorted.

• Random-access vs. other (Linked List?)
� Data structures have trade-offs as well. For example, as we have seen 

sorting and searching is faster in random-access structures, such as 
arrays. Inserting and deleting is faster in Linked Lists.

� Much more on this later in the semester.


