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Unit Overview
Algorithmic Efficiency & Sorting

Major Topics
• Introduction to Analysis of Algorithms
• Introduction to Sorting
• Sorting Algorithms
• More on Big-O
• The Limits of Sorting
• Divide-and-Conquer
• Practical Sorting
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Review
Introduction to Analysis of Algorithms — Basics

Efficiency

• In general: using few resources.
• Specifically: fast.

Analyzing Efficiency
• Determine how the size of the input affects running time, 

measured in steps, in the worst case.

Scalable

• Works well with large problems.
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Review
Introduction to Analysis of Algorithms — Categories

An O(1) algorithm is constant time.
• The running time of such an algorithm is essentially independent of 

the input.
• Such algorithms are rare, since they cannot even read all of their 

input.
An O(logbn) [for some b] algorithm is logarithmic time.

• Again, such algorithms cannot read all of their input.
• As we will see, we do not care what b is.

An O(n) algorithm is linear time.
• Such algorithms are not rare.
• This is as fast as an algorithm can be and still read all of its input.

An O(n logbn) [for some b] algorithm is log-linear time.
• This is about as slow as an algorithm can be and still be truly useful 

(scalable).
An O(n2) algorithm is quadratic time.

• These are usually too slow for anything but very small data sets.
An O(bn) [for some b] algorithm is exponential time.

• These algorithms are much too slow to be useful.

I will also accept O(n3), O(n4), etc.

Faster

Slower

Know 
these!
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Review
Introduction to Sorting — The General Sorting Problem

To sort a collection of data is to place it in order.
We will deal primarily with algorithms that solve the 

General Sorting Problem.
• In this problem, we are given:

� A sequence.
• Items are all of the same type.
• There are no other restrictions on the

number of items in the sequence or
their values.

� A comparison function.
• Given two sequence items, determine

which should come first.
• Using this function is the only way we

can make such a determination.

• We return:
� A sorted sequence with the same items as the original sequence.

3 1 3 5 25

1 2 3 5 53

comparex
y

x<y?
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Review
Introduction to Sorting — Linked Lists

In addition to arrays, we are interested in sorting a Linked List.
• A Linked List is composed of nodes. Each has a single data item 

and a pointer to the next node.

• These pointers are the only way to find the next data item.
• Once we have found a position within a Linked List, we can insert 

and delete very quickly [O(1) = constant time].

513 4 5 2

Head NULL pointer
Linked 

List

513 4 5 2

513 4 5 2

7
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Review
Introduction to Sorting — Analyzing Sorting Algorithms

We will analyze sorting algorithms according to five criteria:
• Efficiency

� What is the (worst-case) order of the algorithm?
� Is the algorithm much faster on average (over all inputs of a given 

size)?
• Requirements on Data

� Does the algorithm require random-access data?
� Does it work with Linked Lists?

• Space Usage
� Can the algorithm sort in-place?

• Here, in-place = no extra buffers holding a large number of data items.
� How much additional storage (variables, buffers, etc.) is used?

• Stability
� Is the algorithm stable?

• Stable = never changes order of equivalent items.

• Performance on Nearly Sorted Data
� Is the algorithm faster when its input is already sorted or nearly sorted?

• Nearly sorted = (1) All items close to proper places, OR (2) few items out of
order.
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Review
Introduction to Sorting — Overview of Algorithms

There is no known sorting algorithm that has all the properties we 
would like one to have.

We will examine a number of sorting algorithms. Generally, these
fall into two categories: O(n2) and O(n log n).
• Quadratic [O(n2)] Algorithms

� Bubble Sort
� Selection Sort
� Insertion Sort
� Quicksort
� Treesort (later in semester)

• Log-Linear [O(n log n)] Algorithms
� Merge Sort
� Heap Sort (mostly later in semester)
� Introsort (not in text)

• Special-Purpose Algorithm
� Radix Sort

�
�
�

½�
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Review
Sorting Algorithms I — Bubble Sort, Analysis

Efficiency �
• Bubble Sort is O(n2).
• Bubble Sort also has an average-case time of O(n2). �

Requirements on Data ☺
• Bubble Sort does not require random-access data.
• It works on Linked Lists.

Space Usage ☺
• Bubble Sort can be done in-place.
• It does not require significant additional storage.

Stability ☺
• Bubble Sort is stable.

Performance on Nearly Sorted Data ☺/�
• (1) We can write Bubble Sort to be O(n) if no item is far out of 

place. ☺
• (2) Bubble Sort is O(n2) even if only one item is out of order. �
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Review
Sorting Algorithms I — Selection Sort, Analysis

Efficiency �
• Selection Sort is O(n2).
• Selection Sort also has an average-case time of O(n2). �

Requirements on Data ☺
• Selection Sort does not require random-access data.
• It works on Linked Lists.

Space Usage ☺
• Selection Sort can be done in-place.
• It does not use significant additional storage.

Stability �
• Selection Sort is not stable.

� Making it stable would slow it down even more.

Performance on Nearly Sorted Data �
• Not significantly faster on nearly sorted data: O(n2).
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Review
Sorting Algorithms I — Insertion Sort, Illustration

Items to left of bold bar are sorted.
Bold item = item to be inserted into sorted section.

5 9 2 5 26

5 9 2 5 26

6 9 2 5 25

6 9 2 5 25

[Insert 6]

Insert 5

Insert 9

6 9 2 5 25

5 6 9 5 22

5 5 6 9 22

2 5 5 6 92

Insert 2

Insert 5

Insert 2

Sorted

Two 5’s!

Two 2’s!
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Review
Sorting Algorithms I — Insertion Sort, Analysis

Efficiency �
• Insertion Sort is O(n2).
• Insertion Sort also has an average-case time of O(n2). �

Requirements on Data ☺
• Insertion Sort does not require random-access data.
• It works on Linked Lists*.

Space Usage ☺
• Insertion Sort can be done in-place.
• It does not use significant additional storage*.

Stability ☺
• Insertion Sort is stable.

Performance on Nearly Sorted Data ☺
• (1) Insertion Sort can be written to be O(n) if each item is at most some 

constant distance from its proper place*.
• (2) Insertion Sort can be written to be O(n) if only a constant number of 

items are out of place.
*Note

• The above are not quite true on one-way sequential-access data, including 
Linked Lists. We give up EITHER low additional storage OR O(n) on type (1) 
nearly sorted data.
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Review
Sorting Algorithms I — Insertion Sort, Comments

Insertion Sort is too slow for general-purpose use.
However, Insertion Sort is a useful algorithm in very 

limited settings.
• Insertion Sort is fast (linear time) for nearly sorted data.
• Insertion Sort is also fast for small lists.

Insertion Sort often appears as part of another 
algorithm.
• Most good sorting methods call Insertion Sort for 

small lists.

• Some sorting methods get the data nearly sorted, and then 
finish with an Insertion Sort.

Implementation Issue
• We generally find the location to insert using a backwards 

Sequential Search. This makes Insertion Sort efficient in the 
situations in which it is actually used: nearly sorted data.
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Review
More on Big-O

Say we have a real-valued function g on the 
nonnegative integers.
• So, for each nonnegative integer n, g(n) is a number. 

We say g(n) is order f(n) [written O(f(n))] if
• There exist constants k and n0 such that
• g(n) ≤ k × f(n), whenever n ≥ n0.

Algorithm A is order f(n) [written O(f(n))] if the 
maximum number of steps it requires, for input of 
size n, is O(f(n)).

The “order of an algorithm” still means the same thing 
it did before. But now we can use big-O for other 
things, like space efficiency.
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Review
The Limits of Sorting

We can think of sorting in this way:
• Start with all n! possible orderings on n items.
• Make comparisons. After each comparison, throw out some 

orderings.
• Do not stop until only one possible ordering is left.

How many comparisons are required?
• Roughly speaking, each comparison splits the number of 

possible orderings in half.
• In the worst case, at least log2(n!) comparisons are required.

Therefore, we cannot solve the General Sorting Problem 
in any efficiency category faster than O(n log n).
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Review
Divide-and-Conquer — The Master Theorem

How the Master Theorem is applied to analyze a 
recursive algorithm:
• An algorithm takes input of size n. It splits its input into 

nearly equal-sized parts, and makes recursive calls, each call 
handling one of the parts.
� b is the number of nearly equal-sized parts.
� bk is the number of recursive calls. Find k.
� f(n) is the amount of extra work done, in each function call.

• Case I: f(n) is O(n[less than k]) → Algorithm is O(nk).
• Case II: f(n) is O(nk) → Algorithm is O(nk log n).

Note: Case II above is a common source of logarithms 
in big-O notation [O(log n), O(n log n)].
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Review
Sorting Algorithms II — Merge Sort [1/3]

The Merge Sort algorithm works
as follows:
• Find the middle of the given list.
• Recursively sort the first half.
• Recursively sort the second half.
• Merge the two sorted lists into a

single sorted list, in a stable manner:
Stable Merge.

Using the Master Theorem, we showed that Merge Sort 
is log-linear time if the “extra work” (finding the 
middle of the list and Stable Merge) is linear time.

3 1 3 5 25 3

1 3 2 3 35 5

1 2 3 3 53 5

Sort 
(recurse)

Sort 
(recurse)

Stable Merge
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Review
Sorting Algorithms II — Merge Sort [2/3]

We can do an efficient Stable Merge of a Linked List in-place.

� To merge two sorted ranges within a Linked List:
• Keep two pointers, A and B. A starts at the head, B at the end of range #1.
• Check whether the item after B’s node is less than the item after A’s node. If 

so, remove the item after B’s node and re-insert it after A.
� This requires only pointer operations. We do not actually move any nodes.

• Advance A and B as appropriate and repeat.

1183 20 1241 15

Sorted range #1 Sorted range #2

1183 20

1241 15 Result of Merge 
operation

A B
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Review
Sorting Algorithms II — Merge Sort [3/3]

Efficient Stable Merge in an array generally uses a separate buffer.

As before, use two pointers. Check which item comes first, and copy that 
to the buffer. Advance the pointers as appropriate.

At the end, we may wish to copy the buffer back to the original array.

3 8 20 1 411 12 15

Sorted
range #1

Sorted
range #2

A B

3 8 20 1 411 12 15

A B

1 3 84

Original Data Buffer

Next

Intermediate 
stage in Merge 

operation
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Sorting Algorithms II, cont’d
Merge Sort — Analysis

Efficiency ☺
• Merge Sort is O(n log n).
• Merge Sort also has an average-case time of O(n log n).

Requirements on Data ☺
• Merge Sort does not require random-access data.

� However, we might write it differently for different kinds of data.
• Operations needed: array — copy, Linked List — NONE (only compare).

Space Usage ☺/�
• For a Linked List, Merge Sort can be done in-place. ☺
• For an array, efficient Merge Sort uses a buffer: linear additional space. �
• Recursive Merge Sort uses stack space: recursion depth is about log2n, so 

O(log n), that is, logarithmic space.
� Iterative versions can be written without this memory requirement. However, log2n

is not much, and no data items are involved, so maybe we don’t worry about it.

Stability ☺
• Merge Sort is stable.

Performance on Nearly Sorted Data �
• Merge Sort is not significantly faster on nearly sorted data (but it is still log-

linear time).

See iterative_merge_sort.cpp, 
on the web page.
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Sorting Algorithms II, cont’d
Merge Sort — Comments

Merge Sort is very practical and is often used.
• Merge Sort is considered to be the fastest known algorithm:

� When a stable sort is required.
� When sorting a Linked List.

• Merge Sort is the usual way to implement two of the six sorting 
algorithms in the C++ Standard Template Library.

Stable Merge is done differently for different kinds of data.
• Thus, while the overall structure is the same, different versions of 

Merge Sort can differ greatly in lower-level details.
• Merge Sort is almost two different algorithms.

I have seen research indicating that one can do a linear-time 
Stable Merge in an array without an extra buffer.
• However, even highly regarded Merge Sort implementations still 

allocate the buffer.
• C++ Standard Library algorithm std::stable_sort tries to allocate 

a buffer. If this fails, then it is allowed to be O(n [log n]2).
• I have not quite figured out this issue.
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Sorting Algorithms II, cont’d
Merge Sort — Comparing Algorithms

Merge Sort does essentially everything we would like a sorting 
algorithm to do:
• It runs in O(n log n) time.
• It is stable.
• It works well with various data structures — especially Linked Lists.

Thus, Merge Sort is a good standard by which to judge sorting 
algorithms.

When considering some other sorting algorithm, ask:
• How is this algorithm better than Merge Sort?

� If it is not better in any way, then use Merge Sort.
• How is this algorithm worse than Merge Sort?

� If it is better than Merge Sort in some way, then it must also be worse in 
some way.

• In this application, are the advantages worth the disadvantages?
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Sorting Algorithms III
Improving on Merge Sort?

Idea: Instead of simply splitting a list in half in the 
middle, let’s try to be intelligent about it.
• Split the list into the low-valued items

and the high-valued items, and then
recursively sort each bunch.

• Now no Merge is necessary.

This idea leads to an algorithm called Quicksort.

Is Quicksort 
better than 
Merge Sort?

It depends 
on what you 

mean by 
“better”.

Umm … so 
how do we tell 
what is “low” 
and what is 

“high”??
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Sorting Algorithms III
Quicksort — Introduction

Let’s be a bit more precise about this algorithmic idea.
We use another variation of the divide-and-conquer technique:

• Pick an item in the list.
� This first item will do — for now.
� The chosen item is called the pivot.

• Rearrange the list so that the items
before the pivot are all less than, or
equivalent to, the pivot, and the items
after the pivot are all greater than, or
equivalent to, the pivot.
� This operation is called Partition.

It can be done in linear time.
• Recursively sort the sub-lists: items

before pivot, items after.
This algorithm is called Quicksort.

• Quicksort was introduced in 1961 by Charles Antony Richard Hoare
(now Sir C. A. R. Hoare). 

1 3 5 25 33

Sort 
(recurse)

Sort 
(recurse)

1 3 52 5 3

2 3 31 5 53

Partition
Pivot

Pivot

3
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Sorting Algorithms III
Quicksort — In Python

Just for fun, here is Quicksort in Python, using “list comprehensions”:

def quicksort(xs):

"""Returns items in xs sorted by <, assuming no duplicates.

Uses Quicksort via list comprehensions."""

if len(xs) == 0: return []

else:

pivot = xs[0]

return quicksort([x for x in xs if x < pivot]) \

+ [pivot] \

+ quicksort([x for x in xs if x > pivot])

Note: This is a poor implementation. It does not handle equivalent items, 
and it is inefficient in both time and space. But I think it is instructive.
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Sorting Algorithms III
Quicksort — Partition [1/2]

Now we look at how to do the Partition.
• Stable?

� We get a stable sort if pivot choice + Partition is stable.
� However, this makes our algorithm slower than Merge Sort.
� The fastest known partition algorithms are not stable, and so we

implement Quicksort in a non-stable manner.
• In-Place?

� We get an in-place sort if pivot choice + Partition is in-place.
� If we give up stability, we can do a fast, in-place Partition.
� Thus, Quicksort is generally done in-place.
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Sorting Algorithms III
Quicksort — Partition [2/2]

An In-Place Partition Algorithm
• Make sure the pivot lies in the first 

position (swap if not).
• Create a list of items < the pivot (the 

“left list”) at the beginning of the list 
as a whole.
� Start: the left list holds only the pivot.
� Iterate through rest of the list.
� If an item is less than the pivot, swap 

it with the item just past the end of 
the left list, and move the left-list end 
mark one to the right.

• Lastly, swap the pivot with the last 
item in the left list.

• Note the pivot’s new position.

9 5 1 9 56
Pivot

9 5 1 9 5

5 9 1 9 5

5 1 9 9 5

5 1 5 9 9

5 15 9 96

6

6

6

6

Pivot

9 5 1 9 56

5 1 9 9 56
Not 
stable!

Not 
stable!
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Sorting Algorithms III
Quicksort — Do It #1

TO DO
• Write Quicksort, with the in-place Partition being a separate 

function.
Done. See quicksort1.cpp, 

on the web page.
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Sorting Algorithms III
Quicksort — Problem

Quicksort has a big problem.
• Try applying the Master Theorem. It doesn’t work, because 

Quicksort may not split its input into nearly equal-sized parts.
• The pivot might be chosen very poorly. In such cases, Quicksort has 

linear recursion depth and does linear-time work at each step.
• Result: Quicksort is O(n2). �
• And the worst case happens when the data are already sorted!

However, Quicksort’s average-case time is very fast.
• This is O(n log n) and typically significantly faster than Merge Sort.

Quicksort is usually very fast; thus, people want to use it.
• So we try to figure out how to improve it.
• In the decades following Quicksort’s introduction in 1961, many 

people published suggested improvements. We will look at some of
the best ones …
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Sorting Algorithms III
Quicksort — Improvements: Pivot [1/2]

Choose the pivot using median-of-three.
• Look at three items in the list: first, middle, last.
• Let the pivot be the one that is between the other two (by <).

• This gives acceptable performance on most nearly sorted data.
• But it is still O(n2).

12 9 10 3 1 6 12 9 3 12

121 9 10 3 62

2 10 6

123 1 102 96

Median-of-3 Quicksort

Pivot Pivot

After Partition: After Partition:

Initial State: Initial State:

Recursively Sort Recursively Sort

Basic Quicksort
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Sorting Algorithms III
Quicksort — Improvements: Pivot [2/2]

Ideally, our pivot is the median of the values in the list.
• If this were true, then Partition would create lists of nearly equal 

size, and we could apply the Master Theorem …
• … which says that, if we do at most O(n) extra work at each step, 

then we get an O(n log n) algorithm.
So: Can we find the median in linear time?

• Yes we can! Use the
“Blum-Floyd-Pratt-Rivest-Tarjan
Algorithm”.

• However, this is not a very fast linear time. The resulting sorting 
algorithm is log-linear time, but it is slower than Merge Sort.

<sigh>

Catchy 
name, eh?
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Sorting Algorithms III
Quicksort — Improvements: Space

How much additional space does Quicksort use?
• Quicksort is in-place and uses few local variables.
• However, it is recursive.
• Quicksort’s additional space usage is thus proportional to its 

recursion depth …
• … which is linear. Additional space: O(n).

We can significantly improve this:
• Do the larger of the two recursive calls last.
• Do tail-recursion elimination on this final recursive call.
• Result: Recursion depth & additional space usage: O(log n).

� And as with Merge Sort’s Stack usage, this additional space 
need not hold any data items.
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Sorting Algorithms III
Quicksort — Do It #2

TO DO
• Rewrite our Quicksort to do:

� Reduced recursion depth.
� Median-of-three pivot selection.

Done. See quicksort2.cpp, 
on the web page.
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Sorting Algorithms III
Quicksort — Improvements: Finishing

A Minor Speed-Up: Finish with Insertion Sort
• Stop Quicksort from going to the bottom of its recursion. We end up 

with a nearly sorted list.
• Finish sorting this list using one call to Insertion Sort.
• This is generally faster*, but still O(n2).
• Note: This is not the same as using Insertion Sort for small lists.

*I have read that it tends to adversely affect the number of cache hits.

12 9 3 12 10 6

123 1 102 96

92 3 121 106

Initial State:

Nearly Sorted:

Sorted:

Modified
Quicksort

Stop the recursion 
when the sublist to 
be sorted is small.

Insertion Sort
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Sorting Algorithms III
Quicksort — Improvements: Needed?

We want an algorithm that:
• Is as fast as Quicksort on the average.
• Has reasonable [O(n log n)] worst-case performance.

But for over three decades no one found one.
Some said (and some still say) “Quicksort’s bad behavior is very rare; 

ignore it.”
• I suggest to you that this is not a good way to think.
• Sometimes bad worst-case behavior is okay; sometimes it is not. Know 

what is important in the situation you are addressing. Also, understand that 
your software may end up being used in other situations.

• From a former version of the Wikipedia article on Quicksort (retrieved 18 Oct 
2006; the statements below were removed on 19 Jan 2007):

The worst-case behavior of quicksort is not merely a theoretical problem. When 
quicksort is used in web services, for example, it is possible for an attacker to 
deliberately exploit the worst case performance and choose data which will cause a 
slow running time or maximize the chance of running out of stack space.

However, in 1997, a solution was finally published. We discuss this 
shortly. But first, we analyze Quicksort.


